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ABC News and the Washington Post interviewed nearly 30,000 randomly selected respondents in our pre-election telephone surveys in 2008, including more than 10,000 in our final 19-day pre-election tracking poll alone. We faced a range of challenges in producing this research, including whether and how to include cell-phone-only respondents in the sampling frame, the question of race-of-interviewer effects, challenges in early-voter measurement and the complexities of likely voter modeling, all occurring in the hothouse of a presidential election cycle, with attention hyperfocused on vote preference estimates and partisans quick to criticize results contrary to their aims. This paper explores our editorial and methodological approach to our 2008 pre-election polling and the results of our efforts.
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Public opinion pollsters in the 2008 presidential election faced an array of new or newly relevant methodological challenges in producing their research, including the increased prevalence of early and absentee voting, the growing population of cell-phone-only respondents and concerns about possible misreporting of vote preferences on the basis of racial sensitivity. Poor estimates in advance of the New Hampshire Democratic presidential primary heightened these concerns. 

Were the polls to be trusted?

The eventual outcome was reassuring: Final poll estimates in advance of the Nov. 4, 2008 general election by and large were accurate (National Council on Public Polls 2008). But final vote-preference estimates don’t close the book on the 2008 election polls; the history of survey research teaches us that methods do matter, rigor produces reliability and validity, and results in the aggregate can conceal a world of variance among subgroup estimates. 
This paper explores best-practices in pre-election polling by explaining and evaluating methods and adaptations used by ABC News and the Washington Post in our 2008 pre-election surveys, comparing our subgroup results to exit poll data and responding to issues of potential concern raised by the American Association for Public Opinion Research’s Ad Hoc Committee on the 2008 Presidential Primary Polling (hereafter, the Traugott committee).

ABC/Post pre-election polls consisted of 27,587 random-digit-dialed telephone interviews in 18 individual surveys across 2008, including 10,213 interviews in our final 19-day tracking poll. In addition to early voting, cell-phone-only and race-of-interviewer concerns we faced more customary but equally significant issues including sampling and sample management techniques, callback regimens, likely voter modeling and possible candidate-order and day-of-week effects. Our experience with each of these is described in detail.
Purpose 
The purpose of our pre-election polling was not to produce a monotonous procession of vote preference estimates, but rather to delve into the issues and candidate attributes driving those preferences, to measure voter responses to campaign themes and events and to ascertain the candidates’ resonance across voter groups – in sum, to understand how and why voters came to their choices, rather than solely to announce what those choices were.

This approach proved particularly valuable in the 2008 presidential election campaign, in which, in our data, voter preferences resolved themselves by early October and remained essentially unchanged through Election Day. In 17 individual ABC/Post vote-preference estimates from Oct. 11 through Nov. 3, support for Barack Obama remained between 52 and 54 percent, and, for John McCain, between 43 and 45 percent. Reporting nothing but this virtually unchanging horse race would have provided little in terms of added value to our understanding of this election.

Figure 1: The 2008 Election (Among Likely Voters)
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Reflecting our aims, the 17 pre-tracking pre-election polls by ABC and the Post across 2008 averaged 11 minutes in length (ranging from seven to 18 minutes), with an average of 67 question items per survey, including an average of 42 issue-based or attitudinal question items, 17 demographic questions and seven vote preference or voter screening questions. All but three of these surveys included oversamples of African-American respondents for more reliable analysis of this subgroup. One, in August 2008, included a cell-phone-only sample to test the inclusion of cell-only respondents in daily tracking. Tracking interviews, for their part, averaged seven minutes, with an average of 41 question items, including an average of 18 issue-based or attitudinal question items, 16 demographic questions and seven vote preference or screening questions.

Even with our focus on the issues and attributes fueling vote choices, we take seriously our responsibility to produce the best possible vote preference estimate, and that effort is a focus of this paper. Our final estimate, based on interviews with 2,304 likely voters Oct. 31-Nov. 3, was 53 percent for Obama, an exact match of his actual vote, and 44 percent for McCain, 2 points from his actual vote (Figure 1). This is a customary level of accuracy; in ABC News or ABC/Post pre-election polls since 1984 the average absolute error on each major candidate has been 1.5 percentage points; the average total error, 3.4 points (See Table 1).

Table 1: ABC and ABC/Post final estimates vs. election results, 1984-2008

             Final     Election           Total 
            estimate    result   Diff.   error (abs.)
2008 Obama     53%       53       0
     McCain    44        46      -2        2
2004 Kerry     48        48       0
     Bush      49        51      -2        2
2000 Gore      45        48      -3

     Bush      48        48       0        3
1996 Clinton   51        49      +2

     Dole      39        41      -2 
     Perot      7         8      -1        5
1992 Clinton   44        43      +1

     Bush      37        37       0
     Perot     16        19      -3        4
1988 Dukakis   44        46      -2

     Bush      52        53      -1        3
1984 Mondale   40        41      -1

     Reagan    55        59      -4        5

Average (abs.)                    1.5      3.4

Note: Final estimates are among likely voters.

Protestations

Vote preference estimates often engender substantial criticism from partisans, campaign operatives and candidates themselves; 2008 was no different. On Saturday, Nov. 1, in an interview with ABC News Radio, Republican presidential nominee John McCain said: “The first thing I can say is the ABC News poll has been the most wrong just about of any that I’ve seen. Our poll shows closure and an increase in undecided voters. It all depends on the turnout model that you’re talking about. Americans are shifting our way. All of the polls, with the exception of a couple like ABC, show us closing.” The ABC/Post tracking estimate released that day put the Obama-McCain race at 53-44 percent, as did our final estimate two days later.
McCain’s comments echoed those nearly six weeks earlier by his campaign pollster, Bill McInturff, who held a conference call with reporters in an attempt to discredit the ABC/Post poll of Sept. 22, which he called “an unusual outlier” because of the Democratic-Republican gap in its measure of partisan self-identification, or “party ID.” “I don’t think these results are at all indicative of what’s happening in the campaign,” he said (Langer 2008a). 
Party ID among likely voters in that poll was 37 percent Democratic and 30 percent Republican, a 7-point gap. Party ID in the exit poll on Election Day a month and a half later was 39-32 percent, a 7-point gap. The Sept. 22 poll’s vote preference estimate was 52-43 percent, almost the same as the estimates across our final three-week tracking poll.

Comments such as McCain’s and McInturff’s were put into perspective at an appearance well after the election, in April 2009, when Steve Schmidt, McCain’s chief strategist, said, “When Lehman Brothers collapsed in the fall I knew pretty much right away that ... from an electoral strategy perspective, the campaign was finished” (Smith 2009). Lehman filed for bankruptcy Sept. 15, 2008, a week before McInturff issued his criticisms and seven weeks before McCain did the same.

Partisan attacks of this sort are hardly new. “You know, I believe we’re going to win this election. I’m absolutely confident in my heart of hearts,” then-President George H.W. Bush said in a campaign appearance in Cornelia, Ga., on Oct. 22, 1992. “Don’t believe these crazy polls. Don’t believe these nutty pollsters.”
 The president was defeated for re-election 12 days later.
Criticisms of this nature, particularly from such prominent sources, are best withstood through seriousness of purpose and a devotion to empiricism and theoretical principles alike. Our results are our chief response. This paper provides the details.

Tracking Methodology
We focus here primarily on methodological issues in our final 19-day tracking poll, conducted Oct. 16-Nov. 3, 2008. A tracking poll is a series of consecutive, one-night, stand-alone surveys (or “waves”) reported in a rolling multi-night average. Approximately 440 general population respondents were interviewed in each of the first 14 days, rising to approximately 800 in each of the last five days, at an approximate 10-1 ratio of landline to cell-only respondents. Calls were made after working hours on weekdays, daytime Saturdays and days and evenings Sundays. 

A sample of telephone households in the continental United States was selected via random digit dialing. Each night’s sample included a mix of approximately 60 percent undialed numbers and 40 percent previously dialed numbers. Interviewers asked to speak to the youngest male or female adult in the household, at a 3-1 ratio. Sampling, data collection and tabulation were conducted by TNS of Horsham, Pa.
The cooperation rate (AAPOR CR3) across all waves was 51 percent, with a response rate (AAPOR RR3) of 34 percent,
 including co-operation and response rates of 54.1 percent and 36.5 percent, respectively, among landline respondents; and 30.6 percent and 20.5 percent, respectively, among cell-phone-only respondents. It should be noted that ABC and the Post take steps to preserve sample coverage at the expense of response rate, e.g., by not purging the sample of listed business lines, which also serve as residential lines in some households (Merkle et al., forthcoming).

The landline and cell-phone samples were weighted by Census region to their respective proportions of the population, per cell-only estimates from the December 2007 Centers for Disease Control’s National Health Interview Survey. Each night’s data were weighted by iterative raking procedures to age, race, sex and education from the U.S. Census Bureau’s March 2007 Current Population Survey. A post-weight was applied to the cell-only sample if needed to correct its final proportion in the full sample (Langer 2009).
Given the presence of prominent female and African-American candidates, ABC and the Post tracked interviewer sex and race in order to analyze any impact of these variables on our data.

Vote Estimates

Pre-election polls intend to measure the attitudes of voters, an aim complicated by the fact that the full universe of voters does not exist at any given point in time, but accumulates in early and absentee voting and then culminates on Election Day. We’re therefore required to estimate this population through the process of likely voter modeling.

Rather than pre-establish a single likely voter model, it’s the practice of ABC and the Post to develop a range of likely voter models representing different assumptions about the composition of the electorate across a range of turnout scenarios. Models may include elements such as self-reported voter registration, intention to vote, self-reports of having voted early or via absentee ballot, attention to the race, past voting, age, respondents’ knowledge of their polling places and political party identification, among others. Models are added as circumstances warrant and differences are diagnosed across models when they occur. ABC and the Post employed a total of 14 individual models in our analysis of 2008 pre-election data.

Regardless of the 24-year record of accuracy in ABC and ABC/Post pre-election polls, we reject  the notion of laser-like precision in these surveys. A good pre-election poll, rigorously conducted and well-modeled, should come within a few percentage points of each candidate’s actual support. But even the best surveys are subject to sampling and nonsampling error, and even the worst can hit the horse-race lottery. A pinpoint estimate should not be mistaken for reliability and validity; it is not sufficient grounds for a substantive evaluation of quality research (Langer 2008b).
When they are undertaken, evaluations of vote preference estimates commonly are based on the gap between the candidates, through the explicit or implicit proportional allocation of undecided voters. This approach is compromised by the fact that the level of undecideds itself is no more or less than a function of polling technique; at the extreme, it would declare a final estimate of 9 percent for Obama and 2 percent for McCain, with 89 percent undecided, to be perfectly accurate. We believe, rather, that such comparisons should be based on the proximity of the estimated support for each candidate to that candidate’s actual level of support; this, rather than the gap between the candidates, is the actual vote estimate these polls make.

At the same time, any evaluation of overall vote estimates, however undertaken, can be misleading; as noted above, aggregate estimates can conceal significant variance in disaggregated subgroups. Thus examining vote preference results among subgroups can further and perhaps better indicate the reliability and validity of pre-election survey estimates. While no official record of the vote by population groups exists, we can compare subgroup estimates from the ABC/Post tracking poll with the National Election Pool’s much larger national exit poll. 

Each of these sources has advantages and disadvantages. The national exit poll was conducted via in-person interviews of voters at their polling places, supplemented by a sample of self-reported absentee and early voters contacted by RDD telephone survey (landline only), with a 2008 total sample size of 17,836. Exit polls are based on cluster samples that produce substantial design effects (2.25 in 2008, per the NEP), and have been shown to suffer from differential nonresponse that affects their vote estimates before weighting (Edison Media Research and Mitofsky International 2004). ABC/Post pre-election polls are based on modeled rather than actual voters and have much smaller sample sizes, but very small design effects and a record of more accurate estimates than exit polls (before they’re weighted to actual vote).

Among the 42 subgroups listed below there are mostly minor differences between the final vote-weighted exit poll and the final ABC/Post pre-election poll (Table 2). These range from 0 to 8 points, with a mean difference of 2 points in estimates of Obama’s support in each of these groups and 2.7 points in estimates of support in these groups for McCain.

There are a few instances in which subgroup results yield apparently differing conclusions. Among seniors the tracking estimate was 48-48 percent (Obama-McCain) compared with 45-53 percent in the exit poll. Among those with incomes of $100,000 or greater the tracking poll found a 52-45 percent Obama-McCain race, while the exit poll indicated a draw. And among white Catholics, a traditional swing voter group, the tracking results found a 48-47 percent race vs. 47-52 percent in the exit poll. None of the differences in candidate support in these groups, however, is statistically significant.

Another way of comparing is by the estimated size of these groups. Again the two polls are largely similar, with a range from 0 to 11 points in their size-of-group estimates, with a mean difference of 2.7 points. The sharpest difference by far is 11 points in estimates of the number of voters with a high-school education or less (more numerous in the ABC/Post tracking poll); indeed leaving aside education the range is 0 to 5 points, with a mean difference of 2.4.

In size-of-group and vote preference alike, it’s unknown which estimates are the more accurate. A reassuring result is that they are very similar in most cases.

Table 2: ABC/Post final ’08 tracking estimates vs. NEP exit poll

                    Size of group         Obama support         McCain support      

                 Tracking  Exit  Abs.   Tracking  Exit  Abs.   Tracking  Exit  Abs.

                   poll    poll  diff    poll     poll  diff     poll    poll  diff

All                                       53%      53     0       44      45     1

Men                 45      47     2      50       49     1       46      48     2

Women               55      53     2      56       56     0       42      43     1

Whites              77      74     3      45       43     2       52      55     3

Blacks              11      13     2      95       95     0        4       4     0

Hispanics*           5       9     4      74       67     7       25      31     6

*Cumulative tracking                                 

White men           34      36     2      42       41     1       54      57     3

White women         42      39     3      47       46     1       51      53     2

18-29               14      18     4      70       66     4       27      32     5

30-39               15      18     3      53       54     1       44      44     0

40-49               22      21     1      51       49     2       46      49     3

50-64               28      27     1      51       50     1       46      49     3

65+                 19      16     3      48       45     3       48      53     5 

HS or less          35      24    11      52       54     2       45      44     1

Some college        25      31     6      53       51     2       43      47     4

College grad        27      28     1      53       50     3       45      48     3

Post-grad           13      17     4      60       58     2       38      40     2

Married men         29      33     4      47       46     1       50      53     3

Unmarried men       14      14     0      60       58     2       35      38     3

Married women       33      33     0      49       47     2       48      50     2

Unmarried women     20      20     0      67       70     3       31      29     2

<$50,000            35      38     3      59       60     1       37      38     1

$50,000-$100,000    31      36     5      49       49     0       49      49     0

$100,000+           22      26     4      52       49     3       45      49     4

White Catholics     16      19     3      48       47     1       47      52     5

White Protestants   37      42     5      35       34     1       63      65     2

  Evangelical       18      23     5      20       26     6       78      73     5 

  Mainline          17      19     2      50       44     6       47      55     8

No religion         14      12     2      74       75     1       22      23     1

Democrats           37      39     2      90       89     1        8      10     2

Republicans         31      32     1      11        9     2       87      90     3

Independents        29      29     0      54       52     2       40      44     4

Liberals            21      22     1      87       89     2       10      10     0

Moderates           39      44     5      65       60     5       31      39     8

Conservatives       36      34     2      20       20     0       78      78     0

First-time voters    8      11     3      67       69     2       28      30     2

East                20      21     1      60       59     1       37      40     3

Midwest             23      24     1      52       54     2       43      44     1

South               34      32     2      46       45     1       51      54     3

West                23      23     0      59       57     2       38      40     2

Urban               27      30     3      64       63     1       34      35     1

Suburban            44      49     5      50       50     0       47      48     1

Rural               17      21     4      39       45     6       58      53     5

Mean                               2.7                    2.0                    2.7

Note: Tracking results are among likely voters, waves 16-19.

Early and Absentee Voting 

The increasing prevalence of early voting was apparent in our tracking data as well as in news reports of campaign get-out-the-vote activities and secretary of state reports of sharply higher absentee-ballot requests. This phenomenon led to an adaptive technique in our efforts to measure both the size of this population and its vote preferences.

Our tracking questionnaire initially captured early voters who, when asked the chances they would vote, volunteered that they already had done so. Our first adaptive approach was to add an additional question after the first five nights, asking respondents who intended to vote whether they planned to do so in person on Election Day or in advance by early voting or mail-in ballot. (This question was not asked in Oregon, where all voting is by mail.) This follow-up question again accepted “already voted” as a volunteered response.

Self-reported early voting rose from 5 percent of likely voters at the start of our tracking period to 32 percent the night before Election Day. This final estimate was very close to the actual percentage of early or absentee voters in the 2008 presidential election as reported by The Associated Press, 33.2 percent.
 

Figure 2: Already Voted
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Our monitoring of early voter responses indicated some refusals in this group at the vote preference question – three in each of the first three nights and five in each of the next three nights, ranging from 17 to 28 percent of “already voted” respondents, averaging 22 percent. While the raw numbers were low, this raised concern if the “already voted” population were to rise as anticipated.

Our next adaptation was to add a follow-up statement for already-voted refusals at the vote question, stressing that their answer was confidential. (“We understand and respect your privacy. We’re only asking for research purposes. All your answers are confidential.”) The technique appeared to produce the intended effect: Already-voted refusals over the next five waves subsided to 12 to 19 percent of the population, averaging 15 percent. 

Still concerned about this remaining level of refusals, we added another adaptive approach starting with the 12th wave of interviews: an additional follow-up for remaining early-voter refusals at the horse-race question, giving them an alternative means to cite their vote choice. (“You can just tell me the number: Did you vote ONE for Barack Obama and Joe Biden or TWO for John McCain and Sarah Palin?”) Again this appeared to produce the desired effect: Already-voted refusals at the horse-race question subsided to 5 to 9 percent of respondents over the next seven waves of interviewing, averaging 7 percent. (They returned to 14 percent in the final night.)

While these techniques appeared to have successfully reduced refusals among already-voted respondents, we were concerned they might come at a cost – an increase in break-offs among these respondents when encouraged to state their vote preference. The concern was not borne out: Breakoffs among already-voted respondents at the vote preference question held essentially steady – one respondent in the first six waves (1 percent of this population), five respondents in the next five waves (2 percent) and 20 respondents in the remaining waves (still 2 percent as the population increased).

Our approach in 2008 tracking improved upon our effort in 2004, when our tracking poll produced an estimate of 15 percent early or absentee voters, while the AP reported actual early or absentee voting of 22 percent; we reduced our error from 7 points in 2004 to 1 point in 2008. The inclusion of these voters, moreover, was important to our vote preference estimates, as, in our final estimate, early voters preferred Obama over McCain by 59-40 percent, vs. a 51-45 percent contest among Election Day voters. 
Cell phones
ABC and the Post tested cell-phone-only sampling in August 2008, went on to include cell-only respondents in our daily tracking poll and have continued cell-only sampling since. While including cell-only respondents had no evident impact on our final pre-election estimates, it does address significant non-coverage and therefore is an appropriate best-practices approach.
 

Our approach in our election polling (and since) was to focus specifically on the cell-only population, estimated in the then-most-recent federal government data at approximately 15 percent of the adult population (Blumberg and Luke 2008).
 We rejected the more common practice of interviewing respondents who have both cell phones and landlines; this approach less directly addresses the specific issue of noncoverage of cell-only respondents and raises unresolved questions regarding appropriate cell/landline proportions and weighting procedures.
 

ABC reported in September on the August test, finding negligible differences between samples when cell-only respondents were included: across 100 attitudinal variables the rounded difference was 0 in 56 comparisons, 1 point in 41 and 2 points in three instances, averaging 0.45 percentage points (Langer 2008c). An analysis of aggregated pre-election tracking poll data, with a sample of 942 cell-only respondents, shows similar results, with an average difference between the full sample and the landline-only sample of 0.57 percentage points on attitudinal questions. Across 148 attitudinal variables, the rounded difference was 0 in 80 comparisons, 1 point in 52, 2 points in 13 and 3 points in three cases.

As in August, cell-only respondents were younger, less educated, more apt to be male, less apt to be white, less apt to self-identify as Republicans and more apt to say they supported Obama than those interviewed on landlines. These differences were somewhat attenuated among registered and likely voters, as cell-only users also were less apt to be registered or likely to vote. Cell-only respondents accounted for 12 percent of likely voters in our final estimate.

Table 3: ABC/Post ’08 tracking, all waves: LL vs. cell-only demographics 
                  Combined   Landline   Cell-only
(N)               (10,213)   (9,271)     (942)

18-29                22%        15         53

30-39                18         17         23

40-49                20         21         14

50-64                24         27          8

65+                  16         19          1

Non-college NET      69         68         75

  HS or less         46         45         51

  Some college       22         22         24

College NET          31         32         25

  College graduate   20         21         20

  Post-graduate      10         11          5

 

Whites               74         76         63

Blacks               11         11         12

Hispanics             8          7         13

Asians                1          1          3

Other                 6          6          7

Men                  48         45         64

Women                52         55         36

 

Registered voter         

  Yes                80         84         63

  No                 20         16         37

 

Democrats            35         35         36

Republicans          26         27         18

Independents         31         31         34

Including these interviews did not make a significant difference in our estimates of presidential vote preference. Among likely voters in our final estimate, the difference in support for Obama was 0.02 percentage points and for McCain was 0.23 points when comparing the combined sample with a landline-only sample re-weighted as though we did not conduct the cell interviews. Nor did the model much matter; an average across all nine likely voter models we chiefly examined at the close of the contest, the differences were 0.21 points in Obama’s support and 0.48 points in McCain’s. These differences are not statistically significant
The effect on vote preference estimates is insignificant partly because of the relatively small size of the cell-only group, but also cell-only respondents are similar to their demographic counterparts on landlines. This is illustrated by a comparison of cell-only vs. landline-accessible 18- to 29-year-olds. While there is a 5-point difference between likely voters in these groups in support for Obama, that is not statistically significant at our sample sizes. The only significant difference is in sex, with more men in the cell-only group.

Table 4. ABC/Post ’08 tracking, all waves: 18- to 29-year-olds, LL vs. cell-only
                   Combined   Landline   Cell

Reg. voters         (881)      (614)    (267)
Obama                 63%       62        66

McCain                31        32        31

 

Likely voters       (700)      (492)    (208)
Obama                 68        66        71

McCain                29        31        27

Democrats             43        41        46

Republicans           24        26        22

Independents          29        29        29

Liberals              31        30        34

Moderates             40        35        38

Conservatives         28        27        28

Men                   53        50        58

Women                 47        50        42

Whites                61        65        59

Blacks                18        18        17

Hispanics             13        15        10

Asians                 2         1         3

Other                  6         8         4

18-24                 59        57        62

25-29                 41        43        38

Following election         

Closely NET           91        91        93

Very closely          46        47        43

Somewhat closely      46        43        50

Race of Interviewer
Race-of-interviewer effects have been shown to exist in polls focused on race-sensitive topics (Cotter, Cohen and Coulter 1982) and posited in pre-election polls in the much-debated Bradley Effect, whose basic premise is that whites in aggregate exaggerate their support for black candidates, particularly when speaking with black interviewers (Langer 2008d). Our data, to the contrary, indicate no overall race-of-interviewer effect in vote preference estimates in our pre-election polling.
 We do find statistically significant effects among subgroups in two cases, but these are contradictory in terms of the Bradley Effect hypothesis, and do not rise to the level of practical significance given their small size and/or the small groups among whom they appear.

Among 12,886 white registered voters in our 2008 pre-election polling, 44 percent of those speaking with a white interviewer supported Obama, as did an identical 44 percent of those speaking with a black interviewer. Support for McCain likewise was identical – 51 percent in each case – regardless of whether these respondents were speaking with a white or a black interviewer.
 The sample sizes are robust: 7,836 and 5,050, respectively. Results were similar in our tracking data alone, with sample sizes of 3,213 and 2,491, respectively. They were similar, as well, in our winter and spring polling, before Obama captured his party’s nomination, compared with our summer and fall polling leading up to the start of our tracking.

Table 5: Vote preference among white reg. voters by race of interviewer

        All ’08 polls    Tracking only

         Interviewer:     Interviewer:

        White   Black    White   Black

Obama     44%    44       46%     46

McCain    51     51       49      49

       (7,836) (5,050)  (3,213) (2,491)
This differs from Finkel, Guterbock and Borg (1991), who reported that whites, when speaking with a white interviewer, were 8 to 11 points more apt to support the white candidate in the biracial 1989 Virginia governor’s race. The reported effect occurred chiefly among white Democrats and among whites who had no initial preference. This survey’s limitations include its sample size (a total of 172 white respondents), its use of student interviewers and its inclusion of questions on race relations ahead of the vote preference question, an approach the authors said, in a footnote, “may heighten the race-of-interviewer effect.”
Focusing on the groups in which Finkel et al. reported the largest effects, in our data 15 percent of white Democrats supported McCain when speaking with a white interviewer, 13 percent for McCain when speaking with a black interviewer, a statistically significant result given the very large sample size, but insignificant on a practical level. Contrary to Finkel et al., the small difference occurred entirely among white Democrats who had an initial preference, not among those who were initially undecided.

Among whites who had no initial preference, Obama did 6 points better with white interviewers than with black interviewers – directionally the opposite of the effect found by Finkel et al. (Our sample sizes were 600 and 404, respectively; theirs, 36 and 21). Again, while statistically significant, this 6 points adds up to very little in our overall estimate, since these initially undecided whites accounted for just 8 percent of all white respondents. (As suggested above, measurements of initially undecided respondents can be very different; they numbered 33 percent of whites in the academic survey, approximately four times their number in ours.)

Our sample size allows us to look at initially undecided white Democrats, a group in which Finkel et al. implied the effect may have been greatest. When speaking with a white interviewer and asked which candidate they leaned toward, 37 percent in this group supported Obama; with a black interviewer, 29 percent. The difference is not statistically significant (sample sizes were 248 and 156, respectively). In a difference that is statistically significant, undecided white Democrats were more apt to remain undecided with a black interviewer, 34 percent, than with a white interviewer, 19 percent. This was not the posited overstatement of white support for a black candidate, however, and at just 3 percent of all white registered voters, initially undecided white Democrats comprised far too small a group for this difference to impact our overall estimates.
In sum, across all our 2008 polling, we found white Democrats 2 points more apt to support McCain when speaking with a white interviewer; but in a directionally opposite result, we found undecided whites 6 points more apt to support Obama when speaking with a white interviewer. Both these are statistically significant but practically inconsequential, as well as contradictory. 

The differences were the same in these two groups in our final three-week tracking poll, but were not statistically significant, given the smaller sample sizes.

Table 6: Vote preference among white reg. voters by race of interviewer

                         All ’08 polls           

            Democrats      Undecided     Und Dems 

Int race:   Wh     Bl      Wh     Bl     Wh     Bl  

Obama       81%    83      23*    17*    37     29  

McCain      15*    13*     23     24     15     15  

         (3,459) (2,177)  (600)  (404)  (248)  (156)  

                 Tracking only
            Democrats      Undecided     Und  Dems
Int race:   Wh     Bl      Wh     Bl     Wh    Bl
Obama       85%    86      21     15     38    25
McCain      12     10      19     19     13    14
         (1,384) (1,076)  (239)  (192)  (77)  (72)
Note: Results are among white registered voters. * p<.05.

In a logit regression with vote preference as the dependent variable and partisanship, income, age, education, ideology and race of interviewer as independent variables, race of interviewer is not a significant predictor of vote preferences.

Separately, evaluating sex of interviewer, no differences among voter groups were evident in preference for Obama vs. McCain.

Political Party Identification 

ABC/Post polling routinely finds what appear to be random night-to-night fluctuations in political party identification. Among likely voters in 2008 tracking the daily proportion of Democrats ranged from 32 to 40 percent of the sample, Republicans from 24 percent to 34 percent and independents from 25 percent to 38 percent. To test the significance of these movements we computed 18 wave-to-wave change scores for the three party ID response categories. None of these 54 comparisons was statistically significant. 
This level of variability is consistent with ABC/Post polls in general, including previous tracking polls. For our 32-day tracking poll in 2004, we computed 31 wave-to-wave change scores for the three party ID categories; seven of the 93 comparisons were significant at the 95 percent confidence level and one was significant at the 99 percent confidence level, essentially what chance alone would predict (Merkle, Langer and Lambert 2008).

Consistently in ABC/Post polls, the instability in party ID that we see in individual one-night samples is attenuated in aggregated multi-night samples. Across 2008 our pre-election polls averaged 36-26-32 percent Democratic-Republican-independent in the general population, with standard deviations of 1.8, 1.7 and 1.9, respectively. Our single-night estimates across these polls had higher standard deviations. In tracking, among likely voters (Census-weighted), the standard deviations again are larger in single-night estimates.

Table 7: Range and stdevs of PID, nightly and aggregated 

              All ‘08 polls            Tracking only

               (gen. pop.)            (likely voters)

            Nightly  Aggregated     Nightly   Four-night 

Dem range    29-43    34-40          32-40     35-38

Dem stdev     2.9      1.8            2.0       0.9

Rep range    19-33    23-29          24-34     25-30

Rep stdev     2.8      1.7            3.3       1.7

Ind range    25-41    28-34          25-38     28-34

Ind stdev     3.3      1.9            3.3       1.9 

Trendless variability in estimation of partisan affiliation can create noise in vote preference estimates. To address this, ABC News in its 2000 and 2004 tracking polls used party ID as a factor in likely voter modeling by averaging party ID as measured in daily tracking with party ID as measured in previous presidential election exit polls. This approach was informed by the stability in party ID in presidential election exit polls from 1984 through 2000 (Langer and Merkle 2001; Merkle, Langer and Lambert 2008). The effects of party ID as a modeling factor in our 2000 and 2004 vote estimates were minimal. Across the final 19 estimates in 2000 the absolute average change was .48 of a percentage point for Bush and .42 for Gore; in 2004, .45 for Bush and .68 for Kerry (Merkle, Langer and Lambert 2008).
Party ID, however, began to shift significantly in 2004; thus in 2008 we diagnosed party ID in tracking by comparing it with the party ID average in recent ABC/Post polling, rather than in previous presidential election exit polls. Our estimates with and without party ID modeling again were very similar – across the 16 estimates in 2008 the absolute average change was .66 of a percentage point for Obama and .80 for McCain. 
Ultimately, our final estimate of party ID among likely voters closely resembled the exit poll’s estimate – 37-31-31 percent Democratic-Republican-independent in our data, vs. 39-32-29 percent in the exit poll. 

Figure 3: Party ID: Final ABC/Post Tracking vs. Exit Poll
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Modeling and Weighting Effects

Variability in some polls was widely discussed and debated during the campaign. A Pew Research Center poll completed Oct. 19, for example, showed a 53-39 percent Obama-McCain race, while an Associated Press/GfK poll completed a day later put the contest at 44-43 percent. Our own estimate was 53-44 percent on each of those days.

While we cannot account for variability in estimates from other organizations, we can inspect our own data for any variability that might have existed and perhaps been suppressed by our data weighting or modeling. As Figure 4 indicates, we find no such variability. Across our tracking poll, with results released daily from Oct. 19 to Nov. 3, Obama’s support ranged in a narrow band from 50 to 53 percent among registered voters using unweighted data, from 51 to 54 percent among registered voters using Census-weighted data, and, as noted, from 52 to 54 percent in our likely voter estimates. Support for McCain ranged from 43-45 percent, 40-44 percent and 43-45 percent in these respective groups.

Figure 4: Tracking Poll Estimates, Oct. 19-Nov. 3, 2008
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This does not mean that our modeling efforts were to no avail. Our final four-day unweighted estimate among registered voters was 52-43 percent. Our final estimate among registered voters using standard Census weights (age, race, sex and education at the general population level) was 54-40 percent. Our final likely-voter estimate, as noted, was 53-44 percent. The 4-point difference in McCain’s support comparing our Census-weighted registered voter estimate and our final likely voter estimate is statistically significant.

As noted, ABC and the Post assessed the contest across a range of likely voter models. These, again, produced minimal differences. Looking solely at our final four days of tracking and the nine individuals models we chiefly diagnosed at that point, Obama’s support ranged from 52 to 54 percent, McCain’s, from 42 to 45 percent. 
Traugott Committee Report

The Traugott committee suggested a number of possible contributors to the mis-estimates in the New Hampshire Democratic pre-primary polling, including failure to poll through the final pre-election night and failure to contact hard-to-reach respondents; it discounted other possible factors, including a Bradley Effect and candidate order in the horse-race question. 
Using limited available data, the committee also reported that likely voter modeling made minimal difference in one California Democratic pre-primary and one California Republican pre-primary poll (both of which far understated the winning candidates’ support), and significantly worsened the estimate in one New Hampshire Democratic pre-primary poll. 
While the general election was held among a different population with a different dynamic, we can examine these same matters in our tracking results.

First, as noted above, in our own tracking data, the story on likely voter modeling differs: Compared with results among all registered voters, our likely voter estimate was closer to the election outcome. Timing, furthermore, did not appear to be an issue in our general election vote preference estimates, given their stability in the weeks leading up to the election.
Callbacks

The Traugott committee reported that in the two New Hampshire pre-primary polls for which it received sufficient data to analyze results by call status, by Gallup and CBS News, more than 94 percent of respondents were contacted on the first or second attempt, including, in Gallup’s case, 61 percent on the first call, and in CBS’, 73 percent on the first call. (The CBS poll was a panel recall project.) In both surveys, the committee reported, “the more difficult to reach respondents were more likely to favor (Hillary) Clinton.” However the sample sizes on which this conclusion was based were extremely small – 17 cases of 3+ call respondents in the CBS data, 68 such cases in the Gallup data. The report summarized, “We found a modest indication that the primary pollsters may have achieved slightly more accurate estimates in New Hampshire had they implemented a more rigorous (and expensive) data collection protocol.”
The ABC/Post general election tracking poll achieved a greater distribution of completed interviews by call status – a net of 75 percent on the first two calls, including 51 percent on the first call and 24 percent on the second call. This is almost identical to our experience in 2004 (Merkle, Langer and Lambert 2008), and quite similar to completes by call status in our usual ongoing polling.

As was the case in 2000 and 2004 alike, we see no significant difference in vote preference by call number among registered voters. Among likely voters, differences were not significant at the 95 percent confidence level. The difference in Obama’s favor among 4+-call voters compared with all others was significant at the 90 percent confidence level. The difference, however, was not substantive. Our final estimate without the inclusion of 4+ call voters would have been 52-45 percent, as opposed to the 53-44 percent we reported. Our net total error on both candidates would have remained the same 2 points.

Table 8: ABC/Post ’08 tracking, all waves: candidate support by call number

                              Obama-McCain

         RV Ns   % of calls    RVs     LVs

Call 1   4,228      51%       53-42   52-45

Call 2   1,982      24        51-43   52-45

Call 3   1,151      14        53-41   51-45

Call 4+    961      12        53-41   55-41
Candidate Name Order

The Traugott committee found “no discernible patterns of effects on candidate preference distributions” dependent on the order in which candidate names were offered. Our general election tracking poll, likewise, found no overall difference in vote estimates for Obama or McCain by candidate name order, nor did we see a difference in 2004. However there were differences by educational attainment, directionally opposite. 

In our tracking data, likely-voter respondents who had a college degree were 4 points less likely to select Obama when he was named first than when he was named second. Respondents with no college degree were 3 points more apt to pick Obama when he was named first, compared to when he was named second. Both are statistically significant.

Table 9: ABC/Post ’08 tracking, all waves: candidate support by name order

                       2008             2004
                   Obama-McCain      Kerry-Bush

                   RVs     LVs      RVs     LVs

Obama/Kerry 1st      53-42   53-44    46-49   48-49

McCain/Bush 1st      52-42   53-44    46-49   49-49 

              Obama-McCain    

             No coll   Coll+ 

Obama 1st     54-42    52-46*
McCain 1st    51-45    56-41*
Note: Results are among likely voters
*p<.05
While rotating candidate names shows no net effect, the differences by education suggest it is a prudent best-practices approach.

Listed/Unlisted Numbers
Another methodological issue pertains to the use of directory-listed vs. unlisted telephone numbers – of particular interest in light of the increasing use of registration-based sampling, in which registered voter lists are, in most cases, matched with listed telephone numbers. As was the case in 2004, we find statistically significant differences in party ID and vote preference alike between listed and unlisted numbers.

Our full tracking sample was 34-33-30 percent Democratic-Republican-independent among likely-voter respondents with listed telephone numbers, vs. 40-26-31 percent among unlisted respondents – significant differences in the Democratic and Republican estimates.

Vote preference among likely voters was 49-47 percent Obama-McCain among listed respondents, while 57-40 percent among unlisteds. Unlisted respondents included disproportionate numbers of some of Obama’s best groups, including young adults and blacks.

While unlisted respondents include all cell-phone-only respondents, it’s not primarily cell-only status that drives these differences. Among landline respondents only, those in unlisted households also were more likely than listed respondents to be Democrats, to support Obama, to be African-Americans and to be young. (Youth, though, is a particularly strong feature of cell-only respondents.)
Table 10: ABC/Post ’08 tracking, all waves: support and PID by listed status


      Obama-McCain      Share of Pop. - Among LVs

            RVs     LVs       % blacks   %18-29    D-R-I

Listed     49-44%  49-47          7         9     34-33-30

Unlisted 

  All      57-39   57-40         15        22     40-26-31

  LL only  56-39   56-42         15        12     39-27-30

Given that unlisted respondents made up a sizable proportion of interviews – 45 percent, or 34 percent when cell-only respondents are excluded – their inclusion was important to the accuracy of our final estimate.

Day of Week

A final item that occasionally bubbles into debate is the suggestion (Blumenthal 2008) that Friday and Saturday interviews tend to skew in one or the other direction. We compared the partisan make-up of our tracking samples for Sundays through Thursdays with Fridays and Saturdays. There were no significant differences in party ID or vote preferences in this analysis, a result that’s consistent with our tracking data from 1996, 2000 and 2004 alike (Merkle, Langer and Lambert 2008).

Table 11: ABC/Post ’08 tracking, all waves: vote preference by day of interview

Interviews:        Obama-McCain

Sunday-Thursday       53-43%

Friday-Saturday       53-44

Note: Results are among likely voters

Conclusion
The 2008 election was marked by the increasingly popular practice of averaging survey results to produce aggregate estimates of voter preferences. We regard this development as misguided for two reasons: One, it accentuates attention on vote preference results at the expense of a deeper and more valuable assessment of underlying attitudes; and two, it equates surveys produced across a broad range of methodological rigor and professional craftsmanship. In averaging, neither substance nor methodology matter; it’s all just numbers.

The 2008 pre-election polling produced by ABC News and The Washington Post was intended not to produce mere numbers, but intelligence – an essential window on the underlying preferences and attitudes that informed the course and result of the historic 2008 election. Our many detailed analyses of our results across the year reflect that effort; these can be reviewed at http://abcnews.com/pollingunit and at www.washingtonpost.com/polls. 

Our purpose in this paper is to underscore that pre-election polling – like all survey research – is not just about numbers, but more fundamentally about the methods with which those numbers are produced, including their reliance on the underlying theoretical principles of inferential statistics and the application of empirically based sampling and modeling techniques. While likely voter modeling is subject to much debate, our approach benefits from an empirical basis and a long history of successful estimates. Among other practices described here, the inclusion of unlisted numbers seems essential – a challenging result for registration-based sampling that relies on listed numbers for respondent contact. Efforts to capture the full early- and absentee-voting population likewise are important. Other measures we describe here – cell-only sampling, effective sample-management with a rigorous callback regimen and attention to possible candidate-order effects – all represent best-practices techniques that add authority to our estimates in the withering scrutiny of a presidential election year.
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###
� Final pre-election estimates were produced independently by ABC News from 1984-1996, independently via joint data collection by ABC and the Post in 2000 and 2004 and collaboratively by ABC and the Post in 2008. ABC and the Post do not allocate undecideds in our final estimates.


� The ABC News tracking poll released that day found Bill Clinton with 43 percent support, George H.W. Bush 32 percent and Ross Perot 17 percent. Clinton won the election, 43-37-19 percent.


� Setting e at .20 per Keeter et al. 2000.


� In 2004, for instance, the National Election Pool’s national exit poll, before weighting to actual vote, overstated John Kerry’s support by 3 points and understated George W. Bush’s support by 3 points, for a total error of 6 points (Edison Media Research and Mitofsky International 2004.) This compares with total error of 2 points in the final ABC/Post pre-election estimate. The NEP has not reported its total unweighted error in the 2008 presidential election.


� All references to statistical significance in this paper are given at p <.05 unless otherwise noted.


� Unlike the exit poll, the ABC/Post data include general population estimates that are weighted to Census norms for educational attainment.


� AP Election Research report via personal communication, Don Rehill, deputy director of election tabulations and manager of election research and QC, The Associated Press.





� Our cell-sample design was conceptualized collaboratively by ABC, the Post and  TNS and operationalized by TNS with ABC/Post oversight, with design review by consultant Paul J. Lavrakas, Ph.D. See Langer 2009 for sample design details.


� We do find a race-of-interviewer effect in another measure. In seven polls for which we have favorability data, white registered voters were 5 points more apt to express an overall favorable opinion of Obama when speaking with a black interviewer than when speaking with a white interviewer (p <.05). This mirrors Nienstedt 2009. 


� The authors thank Li Shaozhi, a graduate student at Columbia University’s Quantitative Methods in the Social Sciences program and intern at ABC News in Fall 2008, for the data analysis reported in this section of our paper. 


� We also see no significant race-of-interviewer effect in vote preferences among black respondents, or among all respondents overall.
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